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This Q&A supports one session in a series of Webinars offered to our customers and partners in 

the spring of 2011.    The session covered in this Q& A is highlighted in yellow below: 

 

 

Track Date  Session Title 

Business 22-Mar Nexus 1000V/1010 Overview and Update 

Business 5-Apr 
Virtual Network Services: 

Security (VSG), Appl. Acceleration (vWAAS), Monitoring (NAM) 

Business 19-Apr Virtual Security Gateway (VSG) Overview 

Business 3-May 
Journey to the Cloud w/ N1KV: 

vCloud Director & Long Distance vMotion 

Business 17-May Secure Virtual Desktop with Nexus 1000V & VSG 

Technical 29-Mar Nexus 1000V v1.4 New Features and Installation/Upgrade Overview 

Technical 12-Apr Nexus 1010 Deployment & Best Practices 

Technical 26-Apr Virtual Security Gateway Installation & Basic Configuration 

Technical 10-May Nexus 1000V Key Feature Overview 

Technical 24-May Nexus 1000V Troubleshooting 
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The following questions, and corresponding answers, came from our 24-May event: 

 

QUESTION ANSWER 

Suppose a feature is being used in 

1.3., then you upgrade to 1.4.  Will 

the 'feature' cmd line automatically 

be set in the VSM after upgrade? 

 

Yes, if a feature is enabled in 1.3 and when you upgrade 

to 1.4 it should automatically be enabled during the 

upgrade. 

What happens if the vCenter 

database/server crashes? 

If the vCenter database server crashes and needs to be 

restored from backup, we have a procedure in the Cisco 

Nexus 1000V troubleshooting guide on how to restore 

your Nexus 1000V configuration into vCenter.  

 

What is LTL? LTL stands for Local Target Logic and is nothing more 

than an internal port number that we use as a pointer. 

 

What is the difference in 

troubleshooting VEMS running on 

an ESX versus an ESXi host? 

 

The biggest difference is there is no default shell on 

ESXi.  To troubleshoot the VEM on an ESXi host you 

either  need to run all commands remotely from the 

VSM or enable the technical support shell on the ESXi 

host.  If your VEM is not connecting to the VSM, 

enabling the technical support shell is your only option. 

 

Sometimes I have the following 

issue:  The VSM primary and 

secondary does not seem to be 

synched and the secondary VSM 

starts to boot in a loop.  What is the 

problem? 

 

We send primary heartbeat messages between the 

primary and secondary VSM through the control 

interface.  When the control interface is not available, the 

primary VSM will reboot the secondary VSM through 

the management interface.  Whenever you get into a 

situation where one VSM is constantly rebooting it 

usually means that the control network between the 

VSMs is faulty. 

 

What happens if I clone the VSM? The issue with cloning is that the state of the VSM and 

all its connections are captured at the time of the cloning.  

If you power on the clone, it will create what looks like a 

third VSM in the network.  This will create VSM HA 

issues as well as issues for the VEMs so cloning is NOT 

recommended. 
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QUESTION ANSWER 

What happens if you accidently take 

a snapshot of the VSM? 

 

Taking a snapshot of the VSM will not do anything, 

however, rolling back to a snapshot can cause issues. 

The VSM maintains a state with vCenter and the VEMs.  

Rolling back to an old configuration will cause all the 

VEMs to reconnect and could cause discrepancies with 

the opaque date kept between the VSM, vCenter, and the 

ESX/ESXi hosts. 

 

The Nexus 1000V requires 3 separate 

VLANs if I have 16 ESXi hosts.  

What subnets are required?  Will a 

/27 work for all 3 VLANs? 

 

The Nexus 1000V does NOT require 3 separate VLANs.  

The control, management, and packet connections can 

all be on the same VLAN.  The key for network 

connectivity with the Nexus 1000V is that the network 

have <100ms latency between the VSM and the VEMs. 

 

Can I have the primary and 

secondary VSMs in different 

datacenters? 

Currently it is recommended to keep the primary and 

secondary VSMs in the same physical datacenter. 

 

Which port-channel method should I 

use with UCS or with other blade 

servers? 

 

You should use vPC-HM MAC pinning with UCS and 

with other blade servers. 

 

Does vPC HM support LLDP? No, we do NOT support LLDP with vPC-HM.  We 

support CDP and manual configuration only with vPC-

HM. 

 

IS there any way to use MAC 

pinning for fault tolerance mode with 

one primary link and one standby 

link? 

 

It is possible, but it requires the network admin to pin all 

traffic to one uplink in every veth port-profile that gets 

created. 

 

If I want jumbo frames to work, do I 

have to manually add vmkernel port 

MTU size using esx-cfg command? 

 

Yes, you still need to manually create vmkernel 

interfaces with jumbo MTU size.  So if you want a vmk 

interface to use jumbo MTU for something like iSCSI or 

NAS, you need to make sure you create the interface 

with the correct options with esxcfg-vmknic. 

 

Can vCenter/vSphere stay on a VEM 

or not?  And does vCenter 

networking need to be part of the 

system VLAN or not? 

 

Yes, vCenter Server can be on a VEM.  And yes, 

vCenter Server needs to be on a system VLAN for 

networking. 
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QUESTION ANSWER 

Was the VMXnet3 comment specific 

to the VSM/VEM or the VM's that 

are on the DVS? 

 

We recommend using VMXnet3 for the VM interfaces.  

The interface types must be E1000 for a VSM. 

 

VMware recommends to installing 

VMware tools on all VMs including 

the appliance.  Any concerns for 

installing the ESXi 4.1 VMware 

tool? 

 

There are no issues with VMware tools for ESXi 4.1 that 

we are aware of.  The only caveat is that you CANNOT 

install VMware tools on the VSM. 

 

Any other technical reason why we 

need to disable DRS for VSM other 

than a few packets drop?  This may 

cause some support issue if we need 

to disable DRS for VSM. 

 

The issue with DRS and the VSM is the packet drops.  

While a few packet drops for a VM is usually not a big 

deal, remember that the VSM and VEM use the network 

as a backplane.  If the VSM is constantly losing its 

connection to the VEM, it causes many reconnects 

between the VSM and the VEM.  This can cause 

excessive logging and high CPU utilization on the VSM.  

 

 


